Big Data
Back in the 1990s large retailers such as Walmart amassed gigantic volumes of data, storing every single line item
of every point of sale transaction. In the late 1990s Amazon upped the ante storing not only every detail of every
transaction, but also the path that led to the transaction. Amazon increased data volumes by 10x or more relative
to traditional brick and mortar stores. Fast forward to today: lots of electronic parts include sensors emitting data
at rapid rates, individuals carry mobile devices generating lots of location-based data, and people actively
generating heaps of data through social media.
Big data goes beyond sheer Volume, the first of three Vs in the most commonly used definition. Big data is also
about Velocity and Variety. In a more general sense big data is simply data that is larger and more complex than
traditional data processing applications can handle1, and big data has different characteristics for tech-savvy
companies such as Google and eBay versus a local grocery store or a Mom and Pop restaurant.
Consider the following use cases.
Most large Utilities in developed countries have converted from manual meter reading to so-called smart meters.
Instead of reading a meter once every month, the meter now emits its reading every 15 minutes. I.e. suddenly the
utility deals with not 12 but 365 (days) x 24 (hours) x 4 (readings per hour) = 35,040 readings per year, an almost
3,000x increase. And to make better decisions on this larger data set it makes sense for the Utility to store even
more data such as weather-related information, data on special events, etc. Utilities face big data challenges.
Stock trading is not just a broker’s job anymore. Lots of machines trade, fast. But also think about the inputs into a
trading decisions. It isn’t a simple equation of P/E ratio and value of assets that determines whether or not to trade
a stock. A variety of inputs around market sentiment feed into a trading decision, based on traditional analyst
reports, but also out of news feeds and chatter on social media such as Twitter and Facebook. Modern stock
trading has become a big data challenge in which every millisecond counts.
There are lots of big data examples around fraud analysis, examples around improving customer experiences and
increasing service levels, etc. Almost every organization in every industry has an opportunity to monetize big data.
A 2011 report by McKinsey estimates a revenue potential of hundreds of billions of dollars in big data analytics by
20202.

HVR – High Volume, RealReal-Time Replicator
No single technology solves all big data challenges. HVR’s High Volume Replicator (HVR) provides rich support for
big data technologies including columnar relational data technology, Massively Parallel Processing (MPP)
databases, and file systems including Hadoop, to simplify the challenges. For these environments HVR is used to:
•

•
•

1
2

Generate DDL (if the destination is a relational database) and perform the initial data load based on the
existing data source(s). HVR integrates the initial load with ongoing Change Data Capture (CDC) to ensure
that source(s) and destination(s) are in sync once CDC catches up on the target(s).
Transformations as needed, including built-in transformations for things like logical deletes and
transforming row-based data into CSV or vice versa.
Incremental updates to the data to keep environments in sync.

https://en.wikipedia.org/wiki/Big_data
http://www.mckinsey.com/insights/business_technology/big_data_the_next_frontier_for_innovation
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•

Compare capabilities to ensure no transactions were lost. The compare functionality takes into
consideration any transformations in the replication channel.

Figure 1. HVR addressing big data challenges.

HVR’s architecture ensures efficient delivery of vast volumes of data in near real-time into big data destinations:
•
•
•

Data is compressed over the network.
Interruptions in communication or hardware challenges are recoverable.
Routing data to multiple destinations is easy to configure. E.g. to use an MPP columnar database for fast
performance BI on recent data with a full archive in Hadoop is trivial to configure.

Developers and administrators interact with HVR using a graphical user interface.
Download HVR or contact us at http://www.hvr-software.com if you are looking for an easy to use technology that
can help you deal with big data challenges.
Supported sources
Oracle, all editions, including Amazon RDS
SQL Server, all editions, including Azure
DB2 on Linux, Unix and Windows
Ingres
Flat files, including Hadoop
Sharepoint
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Supported targets
All supported sources
Teradata
Actian Vector (Vectorwise)
Actian Matrix (ParAccel)
Pivotal Greenplum
Pivotal Hawq
Amazon Redshift
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